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Informa(on	  Retrieval	  and	  Text	  Mining	  
Evalua(on	  Must	  Go	  Beyond	  “Users”	  

•  Personal	  history	  of	  domain-‐specific	  
informa(on	  retrieval	  evalua(on	  

•  Challenges	  for	  biomedical	  informa(on	  
retrieval	  (IR)	  and	  text	  mining	  

•  Implica(ons	  for	  development	  and	  evalua(on	  
going	  forward	  
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IR	  and	  text	  mining	  in	  context	  of	  
biomedical	  knowledge	  management	  

All	  literature	  
	  

Possibly	  relevant	  
literature	  (abstracts)	  

	  
Definitely	  relevant	  
literature	  (full	  text)	  

	  
Ac(onable	  
knowledge	  

Informa(on	  
retrieval	  

Informa(on	  
extrac(on,	  
text	  mining	  

3	  

(Hersh,	  2009) 

Personal	  journey	  in	  IR	  evalua(on	  in	  
health	  and	  biomedical	  domain	  

•  SAPHIRE	  
•  Toward	  task-‐oriented	  evalua(on	  
•  Factors	  associa(on	  with	  successful	  searching	  
•  Domain-‐specific	  retrieval	  evalua(on	  

4	  
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Concept-‐based	  IR	  using	  UMLS	  
Metathesaurus	  (Hersh,	  1990)	  

5	  

Set	  out	  to	  evaluate	  SAPHIRE	  and	  IR	  in	  
biomedicine	  

•  Concept-‐based	  approach	  did	  not	  impart	  value	  
over	  word	  indexing	  and	  searching	  (Hersh,	  
JAMIA,	  1994)	  

•  Experience	  of	  several	  evalua(ons	  led	  to	  
concern	  with	  use	  of	  recall/precision	  (Hersh,	  
JASIS,	  1994)	  
– How	  much	  difference	  is	  meaningful?	  
– How	  valid	  is	  batch	  evalua(on	  for	  understand	  how	  
well	  user	  will	  search?	  

6	  
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Led	  to	  “task-‐oriented”	  evalua(on	  
approaches	  

•  Mo(vated	  by	  Egan	  (1989)	  and	  MynaQ	  (1992)	  
•  Major	  task	  in	  medicine:	  answering	  ques(ons	  
•  How	  can	  we	  evaluate	  systems	  in	  interac(ve	  
use	  for	  answering	  ques(ons?	  

•  Undertook	  parallel	  approaches	  in	  
– Medicine	  –	  Using	  electronic	  textbooks	  and	  
bibliographic	  databases	  

– General	  news	  –	  TREC	  Interac(ve	  Track	  

7	  

Medical	  textbook	  –	  Boolean	  vs.	  natural	  
language	  (1995)	  

•  Searching	  medical	  textbook	  (Scien&fic	  American	  
Medicine)	  with	  Boolean	  and	  natural	  language	  
interfaces	  
– Medical	  students	  answering	  ten	  short-‐answer	  ques(ons	  
–  Randomized	  to	  one	  interface	  or	  other,	  asked	  to	  search	  on	  
ques(ons	  they	  rated	  lowest	  confidence	  before	  searching	  

–  Pre-‐searching	  correctness	  very	  low	  (1.7/10)	  
–  Correctness	  improved	  markedly	  with	  searching	  (4.0/5)	  
– When	  incorrect	  with	  searching,	  document	  with	  correct	  
answer	  retrieved	  two-‐thirds	  of	  (me	  and	  viewed	  half	  of	  
(me	  
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MEDLINE	  –	  Boolean	  vs.	  natural	  
language	  (1996)	  

•  Searching	  MEDLINE	  with	  Ovid	  (Boolean)	  and	  
Knowledge	  Finder	  (natural	  language)	  
– Medical	  students	  answering	  yes/no	  clinical	  
ques(ons	  

– 37.5%	  answered	  correctly	  before	  searching	  
– 85.4%	  answered	  correctly	  amer	  searching	  
– No	  difference	  across	  systems	  in	  (me	  taken,	  
relevant	  ar(cles	  retrieved,	  or	  user	  sa(sfac(on	  

9	  

Factors	  associated	  with	  successful	  
searching	  (Hersh,	  2002)	  

•  Medical	  and	  nurse	  prac((oner	  (NP)	  students	  success	  
of	  using	  a	  retrieval	  system	  to	  answer	  clinical	  ques(ons	  
–  Had	  to	  provide	  not	  only	  answer	  but	  level	  of	  evidence	  
suppor(ng	  it	  

•  Yes	  with	  good	  evidence	  
•  Indeterminate	  evidence	  
•  No	  with	  good	  evidence	  

•  Look	  at	  factors	  associated	  with	  success	  
–  Based	  on	  model	  of	  factors	  associated	  with	  successful	  use	  
of	  retrieval	  systems	  (Fidel,	  1983)	  adapted	  to	  this	  seong	  

–  Dependent	  variable	  was	  correctness	  of	  answer	  

10	  
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Major	  categories	  and	  some	  factors	  in	  
the	  model	  

•  Associated	  answering	  ques(on	  correctly	  with	  
independent	  variables	  
–  Answers	  –	  correct	  before	  searching,	  certainty,	  (me	  
–  Demographic	  –	  age,	  gender,	  school	  
–  Computer	  experience	  –	  general,	  searching,	  specific	  
MEDLINE	  features	  

–  Cogni(ve	  –	  set	  of	  factors	  shown	  in	  past	  to	  be	  associated	  
with	  successful	  computer	  and/or	  retrieval	  system	  use	  

–  Search	  mechanics	  –	  sets	  retrieved,	  references	  viewed	  
–  User	  sa(sfac(on	  –	  from	  Ques(onnaire	  for	  User	  Interface	  
Sa(sfac(on	  (QUIS)	  

–  Retrieval	  –	  recall,	  precision	  

11	  

Results	  

•  66	  par(cipants,	  45	  medical	  and	  21	  NP	  
students	  
– NP	  students	  all	  female,	  medical	  students	  evenly	  
divided	  

– NP	  students	  older,	  with	  more	  computer	  use	  but	  
less	  searching	  and	  EBM	  experience	  

– Medical	  students	  scored	  higher	  on	  cogni(ve	  tests,	  
especially	  of	  spa(al	  visualiza(on	  

12	  
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Results	  (cont.)	  

13	  

Prior	  to	  searching,	  rate	  of	  correctness	  
(32.1%)	  about	  equal	  to	  chance	  for	  
both	  groups,	  i.e.,	  equal	  to	  chance	  

With	  searching,	  medical	  students	  increased	  
rate	  of	  correctness	  to	  51.6%	  but	  NP	  students	  
remained	  virtually	  unchanged	  at	  34.7%,	  i.e.,	  

searching	  did	  not	  help	  NP	  students	  

No	  difference	  in	  recall	  or	  precision	  for	  correct	  
answering	  or	  student	  type,	  i.e.,	  it	  did	  not	  

impact	  correct	  answering	  

Work	  followed	  on	  by	  others	  
•  Clinicians	  

–  Physicians	  and	  nurse	  consultants	  searching	  full-‐text	  and	  MEDLINE	  
resource	  –	  both	  improved	  answering	  with	  searching	  (Westbrook,	  
2005)	  

–  Physicians	  had	  modest	  improvement	  in	  answering	  with	  searching;	  no	  
difference	  between	  Pubmed	  and	  Clinical	  Queries	  (McKibbon,	  2013)	  

•  Others	  
–  Lau	  (2008,	  2011)	  –	  college	  students	  searching	  PubMed,	  MedlinePLUS,	  

and	  others	  
•  Correct	  answering	  61.2%	  before	  searching	  and	  82.0%	  amer	  
•  Confidence	  not	  associated	  with	  correctness	  

–  Van	  Duersen	  (2012)	  –	  older	  and	  less	  educated	  searchers	  had	  poorer	  
search	  skills	  	  

•  Younger	  searchers	  more	  likely	  to	  use	  nonrelevant	  search	  results	  and	  
unreliable	  sources	  

14	  
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Back	  to	  batch	  evalua(on:	  domain-‐
specific	  IR	  

•  TREC	  Genomics	  Track	  
•  ImageCLEFmed	  
•  TREC	  Medical	  Records	  Track	  

15	  

TREC	  Genomics	  Track	  (Hersh,	  2009)	  

•  Based	  on	  use	  case	  of	  exploding	  research	  in	  
genomics	  and	  inability	  to	  biologists	  to	  know	  all	  
that	  might	  impact	  work	  

•  First	  TREC	  track	  devoted	  to	  “domain-‐specific”	  
retrieval,	  with	  focus	  on	  IR	  systems	  for	  genomics	  
researchers	  

•  History	  
–  2004-‐2005	  –	  focus	  on	  ad	  hoc	  retrieval	  and	  document	  
categoriza(on	  

–  2006-‐2007	  –	  focus	  on	  passage	  retrieval	  and	  ques(on-‐
answering	  as	  means	  to	  improve	  document	  retrieval	  

16	  
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Lessons	  learned	  (Hersh,	  2009)	  

•  Ad	  hoc	  retrieval	  
– Modest	  benefit	  for	  techniques	  known	  to	  work	  well	  in	  
general	  IR,	  e.g.,	  stop	  word	  removal,	  stemming,	  weigh(ng	  

–  Query	  term	  expansion,	  especially	  domain-‐specific	  and/or	  
done	  by	  humans,	  helped	  most	  

•  QA	  
– Most	  consistent	  benefit	  from	  query	  expansion	  and	  
paragraph-‐length	  passage	  retrieval	  

•  For	  all	  experiments,	  big	  problem	  (as	  always)	  was	  lack	  
of	  detailed	  descrip(on	  and	  use	  of	  low-‐performing	  
baselines	  

17	  

Image	  retrieval	  –	  ImageCLEF	  medical	  image	  
retrieval	  task	  

•  Biomedical	  professionals	  increasingly	  use	  images	  for	  
research,	  clinical	  care,	  and	  educa(on,	  yet	  we	  know	  
very	  liQle	  about	  how	  they	  find	  them	  

•  Developed	  test	  collec(on	  and	  explora(on	  of	  
informa(on	  needs	  mo(va(ng	  use	  of	  image	  retrieval	  
systems	  (Hersh,	  2006;	  Hersh,	  2009;	  Müller,	  2010)	  

•  Started	  with	  ad	  hoc	  retrieval	  and	  added	  tasks	  
– Modality	  detec(on	  
–  Case	  finding	  

•  Overall	  conclusions:	  text	  yielded	  most	  consistent	  
results	  with	  image	  features	  providing	  variable	  value	  

18	  
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TREC	  Medical	  Records	  Track	  
(Voorhees,	  2012)	  

•  Adap(ng	  IR	  techniques	  to	  electronic	  health	  
records	  (EHRs)	  

•  Use	  case	  somewhat	  different	  –	  want	  to	  retrieve	  
records	  and	  data	  within	  them	  to	  iden(fy	  pa(ents	  
who	  might	  be	  candidates	  for	  clinical	  studies	  

•  Mo(vated	  by	  larger	  desire	  for	  “re-‐use”	  of	  clinical	  
data	  (Safran,	  2007)	  

•  Opportuni(es	  facilitated	  by	  growing	  incen(ves	  
for	  “meaningful	  use”	  of	  EHRs	  in	  the	  HITECH	  Act	  
(Blumenthal,	  2011;	  Blumenthal,	  2011)	  

19	  

Challenges	  for	  informa(cs	  research	  
with	  medical	  records	  

•  Has	  always	  been	  easier	  with	  knowledge-‐based	  
content	  than	  pa(ent-‐specific	  data	  due	  to	  a	  
variety	  of	  reasons	  
– Privacy	  issues	  
– Task	  issues	  

•  Facilitated	  with	  development	  of	  large-‐scale,	  
de-‐iden(fied	  data	  set	  from	  University	  of	  
PiQsburgh	  Medical	  Center	  (UPMC)	  

•  Launched	  in	  2011,	  repeated	  in	  2012	  

20	  
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Test	  collec(on	  

(Courtesy,	  Ellen	  Voorhees,	  NIST)	  
21	  

Results	  for	  2012	  

22	  
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Which	  approaches	  did	  (and	  did	  not)	  
work?	  

•  Best	  results	  in	  2011	  and	  2012	  obtained	  from	  NLM	  group	  
(Demner-‐Fushman,	  2011;	  Demner-‐Fushman,	  2012)	  
–  Top	  results	  from	  manually	  constructed	  queries	  using	  Essie	  
domain-‐specific	  search	  engine	  (Ide,	  2007)	  

•  Many	  approaches	  known	  to	  work	  in	  general	  IR	  fared	  less	  
well,	  e.g.,	  term	  expansion,	  document	  focusing,	  etc.	  
–  Other	  domain-‐specific	  approaches	  also	  did	  not	  show	  benefit,	  
e.g.,	  crea(on	  of	  PICO	  frames,	  nega(on	  

•  Some	  success	  with	  
–  Results	  filtered	  by	  age,	  race,	  gender,	  admission	  status;	  terms	  
expanded	  by	  UMLS	  Metathesaurus	  (King,	  2011)	  

–  Expansion	  by	  concepts	  and	  rela(onships	  in	  UMLS	  
Metathesaurus	  (Mar(nez,	  2014)	  

–  Pseudorelevance	  feedback	  using	  ICD-‐9	  codes	  (Amini,	  2016)	  

23	  

TREC	  Clinical	  Decision	  Support	  Track	  
(Roberts,	  2016)	  

•  www.trec-‐cds.org	  
•  Ad	  hoc	  search	  of	  biomedical	  literature	  (PubMed	  
Central	  Open	  Access	  Subset	  –	  1.25M	  ar(cles)	  

•  Topics	  are	  pa(ent	  descrip(ons	  in	  three	  informa(on	  
need	  categories	  
–  Diagnosis	  
–  Test	  
–  Treatment	  

•  Currently	  in	  third	  year	  of	  opera(on	  
•  Limita(on:	  ad	  hoc	  searching	  of	  literature	  not	  a	  
common	  ac(vity	  of	  clinicians	  seeking	  answers	  to	  
ques(ons	  

24	  
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Good	  searching	  is	  not	  enough	  –	  must	  
take	  into	  account	  context	  of	  science	  

•  Methodological	  challenges	  
•  Publica(on	  bias	  and	  the	  “winner’s	  curse”	  
•  Reproducibility	  
•  Misconduct	  
•  Hype	  

25	  

Methodological	  challenges	  

•  IR	  and	  text	  mining	  may	  be	  beQer	  at	  finding	  
knowledge	  but	  humans	  are	  (for	  now)	  beQer	  at	  
appraising	  it	  

•  Cri(cal	  appraisal	  is	  needed	  because	  there	  are	  
many	  limita(ons	  to	  current	  medical	  studies,	  
even	  with	  gold-‐standard	  randomized	  
controlled	  trials	  (RCTs)	  

26	  
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Problems	  with	  RCTs	  

•  Experimental	  studies	  are	  the	  best	  approach	  for	  
discerning	  cause	  and	  effect,	  but	  have	  limita(ons,	  e.g.	  
–  Samples	  may	  not	  represent	  popula(ons	  (Weng,	  2014;	  
Prieto-‐Centurion,	  2014;	  Geifman,	  2016)	  

–  “Medical	  reversal”	  of	  earlier	  results	  not	  uncommon	  
(Prasad,	  2013;	  Prasad,	  2015)	  

–  Surrogate	  measures	  may	  not	  be	  associated	  with	  desired	  
clinical	  outcomes	  (Kim,	  2015;	  Prasad,	  2015)	  

–  Like	  many	  other	  studies,	  tempta(ons	  for	  p-‐hacking	  (Head,	  
2015)	  

–  Differences	  between	  rela(ve	  and	  absolute	  risk	  (Williams,	  
2013)	  

27	  

Problems	  with	  results	  of	  non-‐RCTs	  
•  Observa(onal	  studies	  can	  
mislead	  us,	  e.g.,	  Women’s	  
Health	  Ini(a(ve	  (JAMA,	  2002)	  

•  Observa(onal	  studies	  do	  not	  
discern	  cause	  and	  effect,	  e.g.,	  
diet	  and	  cancer	  (Schoenfeld,	  
2013)	  

•  New	  technologies	  and	  
techniques	  not	  yet	  fully	  
assessed,	  e.g.,	  precision	  
medicine	  and	  EHR	  usage	  
(Joyner,	  2016)	  

28	  



15 

Biomedical	  researchers	  are	  not	  
necessarily	  good	  somware	  engineers	  

•  Many	  scien(fic	  researchers	  write	  code	  
but	  are	  not	  always	  well-‐versed	  in	  best	  
prac(ces	  of	  tes(ng	  and	  error	  detec(on	  
(Merali,	  2010)	  

•  Scien(sts	  have	  history	  of	  relying	  on	  
incorrect	  data	  or	  models	  (Sainani,	  2011)	  

•  They	  may	  also	  not	  be	  good	  about	  
selec(on	  of	  best	  somware	  packages	  for	  
their	  work	  (Joppa,	  2013)	  

•  3000	  of	  40,000	  studies	  using	  fMRI	  may	  
have	  false-‐posi(ve	  results	  due	  to	  faulty	  
algorithms	  and	  bugs	  (Eklund,	  2016)	  
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Publica(on	  bias	  and	  the	  “winner’s	  
curse”	  

•  Publica(on	  bias	  is	  a	  long-‐known	  problem,	  not	  
limited	  to	  biomedicine	  (Sterling,	  1959;	  Dwan,	  
2013)	  

•  As	  a	  result,	  what	  is	  reported	  in	  the	  scien(fic	  
literature	  may	  not	  reflect	  the	  totality	  of	  
knowledge,	  but	  instead	  represen(ng	  the	  
“winner’s	  curse”	  of	  results	  that	  have	  been	  
posi(ve	  and	  thus	  more	  likely	  to	  be	  published	  
(Ionnaidis,	  2005;	  Young,	  2008)	  

•  Ini(al	  posi(ve	  results	  not	  infrequently	  later	  
overturned	  (Ionnaidis,	  2005)	  
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Discrepancies	  between	  FDA	  repor(ng	  
and	  published	  literature	  

•  Selec(ve	  publica(on	  of	  an(depressant	  trials	  (Turner,	  
2008)	  –	  studies	  with	  posi(ve	  results	  more	  likely	  to	  be	  
published	  (37	  of	  38)	  than	  those	  with	  nega(ve	  results	  
(22	  of	  36	  not	  published,	  11	  of	  36	  published	  in	  way	  to	  
convey	  posi(ve	  results)	  

•  Similar	  picture	  with	  an(psycho(c	  drugs	  (Turner,	  2012)	  
•  FDA	  data	  also	  led	  to	  discovery	  of	  studies	  of	  COX-‐2	  
inhibitors	  (Vioxx	  and	  Celebrex)	  with	  altered	  study	  
design	  and	  omission	  of	  results	  that	  led	  to	  obfusca(on	  
of	  cardiac	  complica(ons	  (Jüni,	  2002;	  Curfman,	  2005)	  
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Reproducibility	  
•  In	  recent	  years,	  another	  problem	  has	  been	  iden(fied:	  
inability	  to	  reproduce	  results	  (Begley,	  2016)	  

•  Documented	  in	  
–  Preclinical	  studies	  analyzed	  by	  pharmaceu(cal	  companies	  
looking	  for	  promising	  drugs	  that	  might	  be	  candidates	  for	  
commercial	  development	  (Begley,	  2012)	  

–  Psychology	  research	  (Science,	  2015)	  
•  Recent	  survey	  of	  over	  1500	  scien(sts	  found	  over	  half	  
agreed	  with	  statement:	  There	  is	  a	  “reproducibility	  
crisis”	  in	  science	  (Baker,	  2016)	  
–  50-‐80%	  (depending	  on	  the	  field)	  reported	  unable	  to	  
reproduce	  an	  experiment	  yet	  very	  few	  trying	  or	  able	  to	  
publish	  about	  it	  
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Misconduct	  

•  Many	  well-‐known	  cases,	  true	  scope	  of	  
fraudulent	  science	  probably	  impossible	  to	  
know	  because	  science	  operates	  on	  honor	  
systems	  

•  Documenta(on	  of	  many	  cases:	  
Retrac(onwatch.com	  

•  Predatory	  journals	  –	  fueled	  in	  part	  by	  open	  
access	  movement	  (Haug,	  2013;	  Moher,	  2016)	  
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Hype	  

•  Example	  of	  high-‐profile	  system	  is	  IBM	  Watson	  
– Developed	  out	  of	  TREC	  Ques(on-‐Answering	  Track	  
(Voorhees,	  2005;	  Ferrucci,	  2010)	  

– Addi(onal	  (exhaus(ve)	  details	  in	  special	  issue	  of	  
IBM	  Journal	  of	  Research	  and	  Development	  
(Ferrucci,	  2012)	  

– Beat	  humans	  at	  Jeopardy!	  (Markoff,	  2011)	  
– Now	  being	  applied	  to	  healthcare	  (Lohr,	  2012);	  has	  
“graduated”	  medical	  school	  (Cerrato,	  2012)	  
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Applying	  Watson	  to	  medicine	  
(Ferrucci,	  2012)	  

•  Concept	  adapta(on	  process	  required	  
–  Named	  en(ty	  detec(on	  
–  Measure	  recogni(on	  and	  interpreta(on	  
–  Recogni(on	  of	  unary	  rela(ons	  

•  Trained	  using	  several	  resources	  from	  internal	  medicine:	  
ACP	  Medicine,	  PIER,	  Merck	  Manual,	  and	  MKSAP	  

•  Trained	  with	  5000	  ques(ons	  from	  Doctor's	  Dilemma,	  a	  
compe((on	  like	  Jeopardy!	  run	  by	  American	  College	  of	  
Physicians	  (ACP)	  annually	  
–  Sample	  ques(on,	  Familial adenomatous polyposis 
is caused by mutations of this gene,	  with	  
answer,	  APC Gene	  

•  Googling	  the	  ques(on	  gives	  the	  correct	  answer	  at	  the	  top	  of	  its	  
ranking	  to	  this	  and	  two	  other	  sample	  ques(ons	  listed	  
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Evalua(on	  of	  Watson	  on	  internal	  
medicine	  ques(ons	  (Ferrucci,	  2012)	  

•  Evaluated	  on	  an	  addi(onal	  
188	  unseen	  ques(ons	  

•  Primary	  outcome	  measure	  
was	  recall	  at	  10	  answers	  
–  How	  would	  Watson	  
compare	  against	  other	  
systems,	  such	  as	  Google	  or	  
Pubmed,	  or	  using	  other	  
measures,	  such	  as	  MRR?	  

•  Awai(ng	  further	  studies…	  
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Why	  is	  the	  context	  of	  science	  
important	  to	  IR	  and	  text	  mining?	  

•  The	  use	  cases	  driving	  IR	  and	  text	  mining	  in	  
biomedicine	  are	  important	  
–  The	  future	  of	  clinical	  medicine	  needs	  these	  tools	  

•  There	  are	  many	  challenges	  in	  developing	  and	  
evalua(ng	  systems	  
–  But	  overcoming	  them	  is	  important	  

•  The	  agenda	  for	  IR	  and	  text	  mining	  is	  iden(cal	  to	  
that	  of	  biomedical	  informa(cs	  generally,	  e.g.,	  
–  Standards	  and	  interoperability	  
–  Realis(c	  and	  rigorous	  evalua(on	  and	  reproducibility	  
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Some	  solu(ons	  we	  can	  pursue	  

•  System	  development	  –	  should	  
– Accommodate	  important	  use	  cases	  
– Address	  challenges	  with	  data	  and	  informa(on	  

•  Evalua(on	  
– System-‐oriented	  studies	  fine	  for	  ini(al	  evalua(on	  
but	  must	  translate	  to	  focus	  on	  

•  Realis(c	  use	  cases	  
•  Studies	  of	  users	  and	  incorpora(on	  of	  research	  and	  
clinical	  outcomes	  
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